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ABSTRACT 

In this paper we evaluate the accuracy and limitations of superposition methods for predicting the overall cooling 

effectiveness distributions of cooled high-pressure nozzle guide vane (NGV) endwalls in the presence of non-uniform inlet 

radial temperature profiles. The requirement to use superposition approaches arises during the design process, when trying 

to combine data from separate evaluations of the impact of endwall film cooling and inlet temperature profile on overall 

cooling effectiveness. The process is analogous to the (perhaps more common) use of superposition for the design of multi-

row film cooling systems using data from individual-row experiments. Using infrared thermography, we measure the 

overall cooling effectiveness (so-called metal effectiveness) on the hub endwall of a nozzle guide vane. Four situations are 

studied: uniform inlet temperature without film cooling; uniform inlet temperature with film cooling; non-uniform inlet 

temperature without film cooling; and non-uniform inlet temperature with film cooling. Using a superposition method, we 

compare the overall cooling effectiveness inferred from decomposed experiments (no film cooling with uniform inlet 

temperature; film cooling with uniform inlet temperature; no film cooling with non-uniform inlet temperature) with that 

directly measured with both film cooling and non-uniform inlet temperature. Several limitations of such superposition 

approaches are discussed.  

INTRODUCTION 

High-pressure (HP) nozzle guide vanes (NGVs) operate in a high temperature environment and require active thermal 

management to ensure adequate component life. In most modern gas turbine engines, a combination of internal cooling, 

external (film) cooling, inlet radial temperature profile management, and thermal barrier coatings (TBCs) are used to 

control the surface (wall) temperature, 𝑇w. The surface temperature is often characterised using the overall cooling 

effectiveness (or—loosely—metal effectiveness) defined by 

𝜃 =
𝑇0m − 𝑇w

𝑇0m − 𝑇0c

 (1) 

where 𝑇0m is the mainstream inlet total temperature and 𝑇0c is the coolant inlet total temperature. 

In the case of the HP NGV, which is the subject of this study, external film cooling is typically implemented through 

multiple rows of ballistic film cooling holes that introduce coolant upstream of the NGV leading edge plane. There is a 

significant body of literature which considers the effect of hole geometry, position and arrangement for endwall film 

cooling. Many of these studies are aimed at measurement of the adiabatic (or film) effectiveness (𝜂aw) distributions, or the 

heat transfer coefficient distributions on the endwall (ℎw). These can be regarded as decomposed experiments, in the sense 

that to predict the overall cooling effectiveness at engine conditions, information from the study would need to be combined 

with other boundary conditions (from supplementary studies) using a thermal model of the part. We dedicate the first 

subsection of this review to literature in this category. 

In the engine environment, coolant discharged through the combustor liners upstream of the NGV also contributes to 

the cooling of the NGV endwalls. The inlet temperature field to the HP NGV often exhibits significant radial variation, 

with cooler flow near the endwalls. The radial temperature field is often accompanied by profiles of total pressure, swirl, 

and turbulence, which affect the NGV passage secondary flow and mixing. There is also a significant body of work dealing 

with the effect of combustor representative flows on HP NGV surface and endwall heat transfer. The second subsection of 

the literature review will consider work in this category. 

In this paper we consider the individual and combined impacts of NGV endwall film cooling and inlet radial 

temperature profile on the overall cooling effectiveness of an NGV endwall, and investigate the ability of superposition 
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methods to predict the combined result from the decomposed measurements. A third section of this literature review is 

devoted to superposition methods in current use. Measurements were performed in the Engine Component AeroThermal 

(ECAT) facility (Kirollos et al., 2017) on fully-cooled (internal and film cooling) HP NGVs from a modern turbofan engine.  

NGV endwall film effectiveness studies 

NGV endwall film effectiveness studies have most commonly been conducted on adiabatic parts, with performance being 

characterized by adiabatic film effectiveness, defined by 

𝜂aw =
𝑇0m − 𝑇aw

𝑇0m − 𝑇0c

 (2) 

where 𝑇aw is the adiabatic wall temperature of the surface, and where other variables have already been defined. The 

relevant literature can be split into two themes: the interaction between endwall film cooling and the NGV passage 

secondary flows; and correlations between endwall film cooling performance and non-dimensional operating points (e.g. 

specific heat capacity flux ratio, momentum flux ratio, etc.). We now consider each of these. 

NGV endwall film cooling performance has been demonstrated to have strong coupling with the secondary flow field 

that develops in the NGV passage. That is, the film cooling is influenced by, and can influence, the passage-scale secondary 

flow structure. Thomas and Povey (2017) demonstrated that the strength and direction of the cross-passage pressure 

gradient and the size and strength of the passage vortices can be controlled by using the endwall film cooling to tune the 

near-wall total pressure (𝑝0), and therefore momentum, surplus. They demonstrated that when the momentum deficit 

associated with the near-wall region inlet is exactly cancelled by the momentum surplus contributed by the coolant films, 

it is possible to completely eliminate secondary flows. As it is possible to control the coolant mass flow and momentum 

contributions relatively independently (by choice of hole size, location in the static pressure field, and total pressure 

margin), the design point with neither momentum surplus nor deficit in the near-wall region becomes particularly 

interesting. At this point in the design space there is ease of complete surface coverage of coolant, and minimal mixing of 

coolant deeper into the flow, allowing the possibility of more efficient cooling and improved lateral uniformity.  

Following the work of Thomas and Povey (2017), Ornano and Povey (2017) performed an experimental and 

computational investigation of the effect of momentum flux ratio (𝐼) on NGV endwall adiabatic film effectiveness. Tests 

and CFD simulations were conducted on an NGV pair at a wide range of momentum flux ratios (0.4 ≤ 𝐼 ≤ 27) covering 

the entire range of local (to individual hole) values that can occur in the engine environment. They found that the momentum 

deficit carried by the inlet boundary layer was overcome at a relatively low global (average for entire platform cooling 

system) momentum flux ratio (𝐼 = 1.71) within the typical engine range. For momentum flux ratios larger than this, there 

is a tendency for the film cooling flow to detach from the surface, leading to less effective cooling. For high momentum 

flux ratios, there can be a change in global secondary flow regime, with reversal of the conventional secondary flow pattern 

due to an excess in near-wall momentum. This was in line with the results of Thomas and Povey (2017).   

The possibility of reversed secondary flow was also demonstrated by Alqefl et al. (2021), who observed that high-

momentum endwall coolant impinging on the NGV pressure surface could roll up in a vortical structure (which the authors 

refer to as an impingement vortex). The so-called impingement vortex acts to suppress the passage vortex. The near-wall 

momentum surplus acted to drive coolant up the pressure surface. 

For decades, there have been attempts to correlate adiabatic film effectiveness (𝜂aw) results with blowing ratio, 

momentum flux ratio, or density ratio. In many studies purporting to develop such relationships, the non-dimensional group 

of interest is not varied entirely independently, in that there is attendant unintended variation in other non-dimensional 

groups. For example, studies purporting to correlate adiabatic film effectiveness with blowing ratio have unintended 

variation in momentum flux ratio. This is problematic and makes this entire genre of research hard to interpret. To the 

knowledge of the authors, the only study in which complete decoupling between relevant non-dimensional groups has been 

achieved is the study of Ornano and Povey (2020). This was a parametric numerical study of flat plate adiabatic film 

effectiveness, in which the separate effects of momentum flux ratio, blowing ratio, specific heat capacity flux ratio and 

temperature ratio are quantified. In addition to completely separating the non-dimensional dependence of adiabatic film 

effectiveness, the authors show that the results are regionally specific, depending on the distance downstream of the cooling 

holes. Three regions are identified: the binary region, where the coolant and mainstream are substantially unmixed; the 

mixed-out region, far downstream of the holes where the lateral variation in adiabatic film effectiveness is small; and an 

intermediate region, where the films are partially mixed. In the binary region, laterally-averaged adiabatic film effectiveness 

was dominated by the momentum flux ratio because it dictates the local jet dynamics (attachment to the wall; shape of the 

jet). In this region, the local adiabatic film effectiveness takes values close to zero or unity: the laterally-averaged value is 

determined by the shape of the emerging cooling jets and the proportion of the surface covered by cooling. In the 

intermediate and mixed-out regions, adiabatic film effectiveness was most sensitive to the specific heat capacity flux ratio, 

which dictates the temperature rise of the coolant layer per unit of hot mass flow rate entrained. There was minimal 

sensitivity to both blowing ratio and temperature ratio.  
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Studies with turbine inlet temperature profiles 

Several experimental facilities have developed non-uniform inlet temperature profile generators (sometimes called hot-

streak generators) to study the effects of a non-uniform inlet temperature profile on NGV aerothermal performance. Many 

operating engines have strong radial variation in temperature at the NGV inlet plane, with cooler flow in the near-wall 

regions due to combustor liner cooling flows. These are necessary to maintain acceptable combustor wall temperature, but 

also contribute to thermal management of the NGV and rotor. Because of the discrete nature of the combustor fuel injectors 

and dilution ports (in rich-burn combustors) or swirlers (in lean-burn combustors), there is often residual circumferential 

variation in the temperature field. To study the impact of inlet temperature non-uniformity on turbine aerothermal 

performance, temperature profile generators have been developed by the experimental community. These often rely on the 

injection of cold gas into a hot mainstream flow to replicate the non-dimensional temperature profile (or a proxy for this) 

of the engine. A relatively early review of simulator design was conducted by Povey and Qureshi (2009). More recently, a 

second generation of combustor simulators (non-uniform temperature profile and swirl) has been developed to study the 

impact of lean burn combustor architecture on NGV performance. Lean-burn combustor exit flows are characterised by a 

shallower radial temperature profile, on account of reduced combustor liner flows, and highly swirling flow. Hall et al. 

(2014) detail the design of one such simulator, which was used as the basis for simulators in both ECAT (Kirollos et al., 

2017) and the Oxford Turbine Research Facility (OTRF) (Hall et al., 2014).The latter simulator has subsequently been used 

to investigate the combined effects of swirl and non-uniform inlet temperature on HP turbine aerodynamics and temperature 

profile migration through the HP stage (Adams et al., 2021). The temperature profile migrates with the entire flow field, 

which is dictated by both the NGV aerodynamics and the imposed swirl profile. This is in agreement with the theoretical 

arguments of Munk and Prim (1947), who showed that a change in the thermal field (in the absence of a change in the total 

or static pressure fields) would not—on its own—change the flow pattern through a stationary vane row.   

Because the thermal profile does not—on its own—alter the NGV flow field, the effects of non-uniform inlet 

temperature profiles can be experimentally investigated with back-to-back testing with and without inlet temperature non-

uniformity. In theory, the adiabatic component temperature with non-uniform inlet temperature could be deduced using a 

superposition principle. However, the problem of not having a priori knowledge of the flow field and mixing rate of the 

temperature field remains, justifying the need for experimental measurement or computational prediction for particular 

combinations of temperature field and vane aerodynamics. An example of this kind of study is that of Povey et al. (2007), 

in which NGV endwall heat flux was measured with and without inlet temperature non-uniformity in the Oxford Turbine 

Research Facility. The authors measured up to 50% reduction in NGV endwall heat flux in the presence of a non-uniform 

inlet temperature profile (compared to tests with uniform inlet temperature). This was attributed to lower flow temperature 

in the near-wall region. The result was corroborated by a later study by Qureshi et al. (2011), who measured a 30% reduction 

in hub endwall heat flux in the presence of a non-uniform inlet temperature profile. Approximately 94% of this reduction 

was due to a decrease in near-wall flow temperature, which reduced the driving temperature difference for heat transfer. In 

this later study, the authors also studied changes in the near-wall flow physics (fluid properties, velocity (𝑣), etc.) driven 

by changes in the near-wall flow temperature. The authors argue that the endwall Nusselt number (Nuw) is proportional to 

the local total temperature raised to the power 0.75 (i.e. Nuw ∝ 𝑇0
−0.75). Reduced near-wall temperature in the case of 

experiments with non-uniform inlet temperature acted to increase the endwall Nusselt number significantly (by about 15% 

in their tests). This was accompanied by a reduction in the thermal conductivity of the near-wall gas (𝑘) by approximately 

18%. The combined result was a decrease in endwall heat transfer coefficient (change of –4%) for tests with non-uniform 

inlet temperature profile, despite having the same aerodynamic boundary conditions and therefore flow pattern. This 

reduction in heat transfer coefficient accounted for the remaining 6% of the reduction in heat flux. In both of these studies, 

the hot streak generator was designed such that there was no change in the inlet total pressure profile (momentum surplus) 

when it was turned on. Thus, the streamline pattern through the vane should not be altered. In principle, this allows the 

decomposed effect of just the inlet temperature profile to be inferred even in the presence of platform cooling (subject of 

this paper). 

Other recent studies aimed at quantifying the effects of particular combustor liner cooling designs on NGV aerothermal 

performance have varied both the arising temperature profile and near-wall momentum surplus simultaneously. An 

example of this is the study of Nawathe et al. (2023), who tested a new combustor liner cooling design at four different 

coolant-to-mainstream mass flow rate ratios. In these experiments, the near-wall momentum flux ratio changed as the 

coolant-to-mainstream mass flow rate ratio changed. The authors observed that the secondary flow structures could be 

controlled by changes in the combustor liner flow rate: a similar result to that of Thomas and Povey (2017) and Ornano 

and Povey (2017) but originating due to total pressure profile changes arising from the combustor simulator.  

Superposition methods for NGV cooling performance prediction 

Superposition methods can be used to predict the effect of several films in combination, from the decomposed results for 

individual films. The most widely used method is that of Sellers (1963). In this model, the first cooling film defines the 

background temperature for a second film, and so forth. The Sellers (1963) method introduces the concept of the stratified 

layer, but the model—though useful because of the extreme simplicity of implementation—fails to conserve energy 
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(enthalpy flux), a fairly fundamental limitation. In situations with many film cooling rows in sequence, the Sellers model 

underpredicts adiabatic film effectiveness as a result. An updated model by Kirollos and Povey (2015) takes the concept 

of the Sellers (1963) method, but solves the problem of energy conservation. The authors show improved collapse against 

numerical data with many rows in sequence. Superposition models are inherently limited in the physics they include, and 

both these models are limited to situations with minimal aerodynamic interaction between cooling rows. This often means 

large row-to-row spacing between film cooling rows, as seen—for example—in many combustor liner flows. There have 

been attempts to build in semi-empirical corrections for superposition predictions in situations in which there is non-

negligible row-to-row interaction. Zhang et al. (2022) present correlations of this type, in which the film effectiveness is a 

function of the individual film effectiveness distributions for each row and the blowing ratio (same for both rows). The 

need for individual correlations for relatively similar arrangements of cooling configuration demonstrates the situation-

specific nature of such interactions. It is therefore not clear that correlations of this type are a particularly helpful 

development: one could argue that this should be dealt with using higher-order techniques (e.g. direct CFD prediction). 

Related models have been developed to predict the cooling performance on thermally conductive surfaces. Mensch 

and Thole (2013) developed a model to superimpose the contributions of impingement cooling and external film cooling 

(measured in decomposed experiments) on a conductive endwall to predict the overall cooling effectiveness with both film 

and impingement cooling. The superposition approach is based on a simplified, one-dimensional analysis of the steady-

state heat flux through the endwall. They compare the overall cooling effectiveness predicted by their model to the 

measured distribution. At the lowest blowing ratio tested, the model predicted the laterally averaged overall cooling 

effectiveness well, but the prediction diverged from the measurement at higher blowing ratios. This divergence was 

attributed to reduced performance of the impingement plate when acting alongside the films: ejection of mass through the 

film cooling holes redistributed flow inside the plenum, acting to reduce the flow through the impingement plate in regions 

further away from the film cooling holes. As more mass was ejected through the film cooling holes (higher blowing ratios), 

this effect became more pronounced, further increasing the disagreement between measurement (which included this effect) 

and prediction (which could not). 

Additive superposition has also found application in rapid optimisation techniques. Ornano and Povey (2021) 

developed a rapid film cooling optimisation method using a low-order proxy model combined with a Multi-Objective 

Genetic Algorithm (MOGA) optimisation process. In the method, the contributions to adiabatic film effectiveness of 

individual film cooling holes are evaluated using CFD simulations in which individual passive scalar variables are assigned 

to the flow from each cooling hole. This information is transferred to a proxy model, in which film superposition is handled 

using an entrainment-based mixing layer approach. There is a conceptual link to methods like Sellers (1963) and Kirollos 

and Povey (2015), but the implementation is unique. The technique allows for ultra-rapid optimisation of cooling systems, 

reducing thousands of CFD runs to a handful, with the CFD being used to recalibrate the proxy model at suitable intervals. 

The authors note the need for a method to handle local (jet attachment) and global (macro secondary flow) regime-change 

shifts to avoid the problem of finding a local rather than a global minimum, and appropriately handle the way in which the 

proxy model extrapolates across regime boundaries. The solution could either be an experienced designer with some 

knowledge of the regime boundaries of a particular component (e.g. the global momentum flux ratios at which different 

secondary flow regimes change), or a method in which the wider search space is seeded with possible solutions to allow 

all local minima to be found. This methodology offers a potential route for generalised application of film superposition 

techniques to systems with significant interactions between different cooling sources. An advantage of the technique is that 

the final solution is always as accurate as the underlying CFD method, because the MOGA-proxy-model loop acts merely 

to accelerate convergence of the optimised CFD solution, the proxy model being recalibrated at every CFD iteration.    

EXPERIMENTAL METHODS 
This section considers details of the experimental facility and instrumentation, the temperature distortion generator and the 

infrared (IR) measurement technique. 

Test facility and instrumentation 
Experiments were performed in the Engine Component AeroThermal (ECAT) facility at the University of Oxford (Kirollos 

et al., 2017). ECAT is a high-TRL, blowdown test facility capable of testing an annular NGV cascade at engine-matched 

conditions of Mach number, Reynolds number and coolant-to-mainstream pressure ratio. The modular design allows for 

relatively rapid back-to-back testing of parametric designs. A schematic meridional view of the working section configured 

for the current experimental campaign is shown in Figure 1. Nominal facility operating conditions for the current tests are 

presented in Table 1. 

During ECAT operation, air from high-pressure storage tanks is discharged through the facility in a controlled blow-

down: steady aerodynamic conditions are maintained using an inline regulator. Mainstream and coolant mass flow rates 

are metered using choked venturi nozzles upstream of the working section. Steady aerodynamic conditions are achieved 

for typically 60 seconds, with the vane isentropic exit Mach number (Mexit) matched to the nominal engine value during 

this period. Two 1 MW heaters increase the mainstream total temperature (𝑇0m) by up to 55 K, allowing mainstream-to-
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coolant total temperatures ratios in the range 1.0 < 𝑇0m/𝑇0c < 1.19. Further details of the facility and operation can be 

found in Kirollos et al. (2017). 

 

 

Figure 1. Meridional view of ECAT working section configured for hub endwall IR measurements with 

radial temperature distortion (RTD) generator installed.  

Table 1. Nominal ECAT facility operating conditions for the current tests. 

Variable Value  

Mainstream inlet total temperature, 𝑇0m 350 K 

NGV coolant inlet total temperature, 𝑇0c 295 K 

Vane pressure ratio, 𝑝exit/𝑝0m 0.577 

Coolant-to-mainstream pressure ratio, 𝑝0c/𝑝0m  1.022 

Vane exit isentropic Mach number, Mexit 0.92 

Reynolds number based on axial chord, Re 7.5 × 105  

Inlet turbulence intensity, Tu ~13% 

Inlet turbulent length scale, ℓ 28 mm 

 

Mainstream inlet total pressure 𝑝0m is monitored 3.07 axial chords (𝐶x) upstream of the midspan leading edge (plane 1 in 

Figure 1) by rakes (8 radial measurement points) at four circumferential locations (32 measurements in total). Mainstream 

total temperature was monitored with four rakes at the same axial position (32 measurements in total). We define 𝑇0m as 

the mean value of the six central measurement points on each rake (24 measurements in total), outside the near-wall coolant 

injection layer. Hub and casing coolant plena feed conditions were measured using four total pressure and four total 

temperature probes per plenum (16 measurement points in total). Inlet turbulence intensity (Tu) and length scales (ℓ) were 

previously characterised by traversing at the same axial location with a pair of split-fiber probes (Amend and Povey, 2022). 

Overall cooling effectiveness data were collected on the hub endwall of a HP NGV taken from a modern turbofan 

engine. The hub endwall film cooling design consists of two staggered rows of 24 cylindrical film cooling holes. The rows 

are 0.32𝐶x and 0.42𝐶X upstream of the midspan leading edge plane. All holes are inclined at 85° relative to the axial 

direction. Downstream of the cooling holes, the endwall is coated with a layer of TBC to insulate the metal substrate from 

the hot gas path. The endwall is uncoated (bare alloy) between the upstream platform edge and the downstream edge of the 

second row of film cooling holes. Data was collected on two vane pairs with identical geometry, one with endwall film 

cooling and one without. To ensure periodicity on a per-vane-pair basis, these target vane pairs were each located at the 

centre of sectors of vanes (each comprising five vane pairs) of identical geometry (same cooling configuration, etc.). 

Radial temperature distortion generator 

ECAT can be optionally configured to operate with radial temperature distortion (RTD), swirl, or different radial profiles 

of inlet turbulence. In the current study, we used the RTD generator to perform back-to-back experiments of overall cooling 

effectiveness with and without a non-uniform inlet temperature profile (and with and without endwall film cooling). The 

RTD generator design is based on the studies of Povey and Qureshi (2008) and Hall et al. (2014). When configured to 

create a purely radial temperature profile, relatively cold air is introduced through annular hub and casing slots: the mass 

flow rates and slot locations are chosen so that the desired temperature non-uniformity is created at the NGV inlet plane. 

RTD generators are usually specified to either minimise shear (match velocities) or match the dynamic head (and therefore 
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total pressure) at the point of injection. In previous studies on ECAT the generator was configured (size of annular exit 

slots for given target mass flow rate) to minimise shear; this was necessary to produce the desired inlet temperature profile 

when the generator was combined with a swirl module as part of a lean-burn combustor simulator (see (Amend et al., 

2023b)). In the current study, because we want similarity of total pressure profiles with and without inlet temperature 

distortion, the RTD generator was modified to match dynamic head (and therefore total pressure) at the point of injection. 

The design intent is a flat total pressure profile at the NGV inlet plane. The RTD generator used in this study has injection 

locations 5 𝐶x upstream of the NGV leading edge plane. Downstream of these, thermally-insulating silicone liners are 

installed in slots in the hub and casing annulus walls to reduce through-wall heat flux. 

Distributions of inlet total pressure and temperature were measured using area traverse equipment installed through 

case-mounted cassettes 3.07𝐶x upstream of the NGV leading edge plane (plane 1 in Figure 1). Circumferentially averaged 

profiles for both inlet conditions are shown in Figure 2. The total pressure profile measured at the cassette plane by the 

upstream traverse (𝑝0m,trav) has been normalised by the mean mainstream total pressure (measured by the upstream 

cassettes at the same axial plane). The inlet total temperature profile measured at the cassette plane by the upstream traverse 

(𝑇0m,trav) is presented as a mainstream flow effectiveness, 𝜂m, defined by  

𝜂m(𝑟) =
𝑇0m − 𝑇0m,trav(𝑟)

𝑇0m − 𝑇0c

 (3) 

where all variables have previously been defined. The measured circumferential variation was small: taking every particular 

radial height, the maximum circumferential variations in 𝑝0m,trav/𝑝0m and 𝜂m were 0.9% and 1.8%, respectively. The 

profiles show the RTD generator is capable of imposing a radially non-uniform inlet temperature profile without affecting 

the radial total pressure profile, the maximum difference between the 𝑝0m,trav/𝑝0m profiles with and without non-uniform 

inlet radial temperature profile was 0.23%, which is less than the estimated bias uncertainty of the measurement (0.28%). 

 

 

Figure 2. Circumferentially averaged, 𝒑𝟎𝐦,𝐭𝐫𝐚𝐯/𝒑𝟎𝐦 and 𝜼𝐦 profiles for uniform and non-uniform inlet 

temperature conditions. 

IR thermography techniques 

Surface temperature was measured by two MicroEpsilon TIM640 IR (uncooled microbolometer array) cameras. The 

wavelength (𝜆) range of the cameras is within the so-called long-wavelength IR range (7.5 ≤ 𝜆 ≤ 13 μm). The cameras 

report an equivalent blackbody temperature, 𝑇b, associated with the incident radiation (𝑞cam) at a particular location on the 

detector array. The camera calibrations 𝑇b = 𝑓(𝑞cam) were performed—individually—in-house using a CI-systems SR-

800N blackbody surface (NIST traceable) over the range 5°C ≤ 𝑇b ≤ 120°C in 5°C increments. The bias uncertainty (to 

95% confidence) of the in-house calibrated 𝑇b data has been estimated to be ±1 K (Michaud et al., 2023). Upstream and 

downstream views of the test component were simultaneously acquired. The cameras were installed in cooled housings 

within the pressure vessel of the ECAT facility (see Figure 1; design details of the housings are presented in (Naidu et al., 

2024)): this allows them to operate within design ranges of temperature and pressure and with good view angles with 

respect to the target surfaces. The camera housings have high-transmittance zinc selenide (ZnSe) windows with the 

following specifications: transmittance, 𝜏opt = 0.93; emissivity, 𝜖opt = 0.05; and reflectivity, 𝜌opt = 0.02. Where the 

angle of view could be improved through the use of gold-coated mirrors, some surfaces were viewed indirectly via 

reflection (see Figure 1) from these surfaces (mirror reflectivity 𝜌gold =  0.89). 
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Our target surfaces are TBC, uncoated aeronautical alloy, and high-emissivity paint. We show later that these surfaces 

have emissivities (when viewed normal to the surfaces) of 0.96, 0.36 and 0.93 respectively: i.e. they are imperfect emitters 

or so-called grey bodies. Thus, a greybody calibration is required to remove the effects of surrounding radiation on the 

camera-inferred wall temperature. Taking first the most complex example of surfaces viewed via mirror, the radiation 

received by the camera detector is the sum of the following terms: the direct radiation by the ZnSe window, 𝑞opt; the 

radiation emitted by the gold mirror (𝑞gold) that passes through the ZnSe window, i.e. 𝜏opt𝑞gold; the radiation emitted by 

the surroundings (𝑞S) that reflects off the target surface, reflects off the mirror, and passes through the ZnSe window, i.e. 

𝜏opt𝜌gold𝜌w𝑞S; and the radiation emitted by the target surface (𝑞w) that reflects off the mirror, and passes through the ZnSe 

window, 𝜏opt𝜌gold𝑞w. Here 𝜖, 𝜌 and 𝜏 represent the emissivity, reflectivity and transmittance, and the subscripts have the 

same meaning as for parameters already introduced. We can write 

𝑞cam = 𝑞opt + 𝜏opt[𝑞gold + 𝜌gold(𝜌w𝑞S  +  𝑞𝑤)] (4) 

Recalling the Stefan-Boltzmann law, 𝑞 =  𝜎𝑇b
4 (where 𝜎 is the Stefan-Boltzmann constant), and re-casting in terms of 

temperatures, we write 

𝑇b
4 = 𝜖opt𝑇opt

4 + 𝜏opt[𝜖gold𝑇gold
4 + 𝜌gold(𝜌w𝑇S

4 + 𝜖w𝑇w
4)] (5) 

where 𝑇opt, 𝑇gold, 𝑇S and 𝑇w are the temperature of the ZnSe window, the gold mirror, the surroundings (an equivalent 

effective blackbody radiating temperature) and the target surface (wall), respectively. Rearranging in terms of the 

temperature of the target surface, 𝑇𝑤, we get 

𝑇𝑤 = [
𝑇b

4 − (𝜖opt𝑇opt
4 + 𝜏opt𝜖gold𝑇gold

4 + 𝜏opt𝜌gold𝜌w𝑇S
4)

𝜏opt𝜌gold𝜖w

]

1/4

 (6) 

In this equation 𝑇b is directly measured in real time (camera output), and the physical parameters 𝜖opt, 𝜏opt, 𝜖gold, 

𝜌gold, 𝜌w and 𝜖w are determined prior in supplementary experiments. The remaining variables are 𝑇opt, 𝑇gold and 𝑇S. The 

window and mirror temperatures, 𝑇opt and 𝑇gold, are determined using low-order transient thermal models on a per-run 

basis. These models were calibrated and validated against experimental data. Surface heat transfer coefficients were 

determined from in-situ model-validation tests (Naidu et al., 2024) and mainstream total temperature characteristics are 

measured directly on a per-run basis. These are passed as inputs to the models of the upstream and downstream ZnSe 

windows and gold mirrors (starting temperatures measured at approximately isothermal conditions). The remaining 

unknown, the surrounding temperature (𝑇S), is inferred using a bespoke calibration patch in the field of view. The 

calibration patch is thermally isolated from the vane and provides a region of known surface temperature (directly measured 

with thermocouple) and emissivity. This uses the method of (Michaud et al., 2020). If the assumption is made that 𝑇S is the 

same for all points in the region of interest (e.g. the hub endwall) as that measured on the calibration patch, 𝑇𝑤 can be 

calculated (Equation (6)) from 𝑇b, the measured values 𝑇opt, 𝑇gold, and the inferred value 𝑇S. Equation (6) can easily be 

modified for surfaces viewed directly (not via a mirror): we can set 𝜌gold = 1 and remove the term associated with radiation 

emitted from the mirror (𝑞gold = 0). 

The time constant of the mainstream flow temperature rise is approximately 20 s, and the time constant of the endwall 

surface is approximately 3 s. A low-order thermal model of the endwall surface was used to predict both the transient 

surface thermal response, 𝜃, and the inferred-instantaneously-steady-state (IISS) response, 𝜃IISS. The IISS response is the 

overall cooling effectiveness the component would achieve if left to equilibrate at the instantaneously evaluated local 

boundary conditions (internal and external temperatures and heat transfer coefficients). A similar model and unsteady 

correction approach is described in detail in Naidu and Povey (2023). Temporal variations of 𝑇0m and 𝑇0c from a typical 

ECAT experiment are shown in Figure 3. These were used as inputs to the low-order thermal model. The resulting transient 

and IISS overall cooling effectiveness characteristics, 𝜃 and 𝜃IISS respectively, are plotted in Figure 3. The residual, 𝜃 −
𝜃IISS, is also shown. The heated period is between 40 s and 102 s. Because the rate of change of mainstream temperature 

decreases with time, 𝜃 and 𝜃IISS are converging, with 𝜃 − 𝜃IISS falling to less than 1% of the value of 𝜃 (typically 0.61) 29 

s after the start of the heated period. The data-averaging period for IR data was the final 15 s of the heated period. In this 

period, the average magnitude of the residual correction term (𝜃 − 𝜃IISS) was 0.001. We apply the residual correction 

characteristic to the averaged data to correct for the thermally transient behaviour. It is assumed that the correction can be 

performed to a significantly greater accuracy than the magnitude of the term itself.  
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Figure 3. Unsteady transient thermal response and inferred instantaneous steady state (IISS) response of the 

NGV surface when subject to typical ECAT test boundary conditions: (left) temperature characteristics; (right) 

overall cooling effectiveness characteristics. 

Directional emissivity and homography 
The emissivity variation with view angle (𝜙) for many non-electrically conductive surfaces is small (<1%) for 𝜙 < 55°, 

but can increase steeply thereafter. Where optical access mandates higher viewing angles, or in situations with high surface 

curvature, it is necessary to determine the relationships 𝜖(𝜙) by calibration. For the current study, we performed direct 

calibrations for our two characteristic target surfaces: thermal barrier coating (APS-type TBC) and high-emissivity paint 

(Autotek VHT) over copper. Data were fitted with a modified form (to account for roughness) of the Fresnel equations of 

reflectivity. The calibration curves are shown in Figure 4 below. These data are from Stokes and Povey (In review). The 

variation in 𝜖 with view angle for the Autotek VHT paint sample is below 1% in the range 0 < 𝜙 < 54°, beyond which 

further increases in viewing angle cause 𝜖 to decrease steeply. The variation in 𝜖 with view angle for the TBC sample was 

below 1% in the range 0 < 𝜙 < 45°. For electrically conductive surfaces (uncoated alloy substrate), the variation in 𝜖 with 

view angle becomes significant (greater than 0.01) for 𝜙 ≥ 75°. The mean view angle onto the uncoated region of the hub 

endwall was 57°, well below this limit. We take the value 𝜖 = 0.36 for the uncoated regions of the endwall (as measured 

for Inconel by del Campo et al. (2010) with a long-wavelength IR range spectrometer (𝜆 = 10 μm)). 

 

 

Figure 4. Directional emissivity characteristic of TBC and high-emissivity paint (data taken from Stokes and 

Povey (In review)) 

For each camera view, the mapping between the three-dimensional object (𝑥, 𝑟, 𝜙) and two-dimensional image (𝑋, 𝑌) 

is determined. The mapping is described by the camera matrix 𝐻, which is the product of the intrinsic matrix, K, and 

extrinsic matrix, [𝑅|𝑇], i.e. [X, Y] = H(x, r, 𝜙) = K [R|T] [x, r, 𝜙]. The intrinsic matrix describes the camera focal length 

and camera principal point and can either be manufacturer-specified for a given camera-lens combination or—as in our 

study—determined using a checkerboard grid (method of (ElSheikh et al., 2023); 30 images with different poses used). 

The in-house intrinsic calibration allows lens distortions to be determined. Radial and tangential distortion corrections are 

applied to each frame. The extrinsic matrix accounts for camera pose and position in the global coordinate system. For 

each camera position, [𝑅|𝑇] was estimated by an M-SAC (M-estimator sample and consensus) algorithm in MATLAB. 

For each image, at least 12 2D-to-3D correspondences (easily identifiable points, e.g. film cooling hole centres) were 

defined. Correspondences are randomly sampled to calculate a trial [𝑅|𝑇] using a perspective-n-point solver. The algorithm 

then iteratively refines the pose estimated with a weighted, least squares optimisation to minimise the reprojection error of 

all correspondences (the difference between true pixel location and pose projected pixel location). The M-estimator assigns 

weights to the residuals to reduce the impact of large residuals by down-weighting the influence of outliers on the pose 
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estimation. The final pose estimation is refined further by a non-linear Levenberg-Marquardt optimisation step to reduce 

the reprojection error further. This method ensured robust pose estimation. Culling strategies removed non-visible (e.g. 

occluded or outside field of view) points. Using the final pose, the surface view angle (and associated emissivity) of each 

point in the image could be determined. 

SUPERPOSITION METHOD 

The purpose of this paper is to investigate the accuracy of superposition techniques to predict the combined effect of 

endwall film cooling and non-uniform inlet temperature profiles in the context of endwall overall cooling effectiveness 

predictions. We introduce conditions with four inlet conditions: (1) uniform inlet temperature without film cooling; (2) 

uniform inlet temperature with film cooling; (3) non-uniform inlet temperature without film cooling; (4) non-uniform inlet 

temperature with film cooling. The superposition we are investigating is that of predicting the overall cooling effectiveness 

for condition 4 (non-uniform inlet temperature and endwall film cooling) from measurements for conditions 2 and 3 

(endwall film cooling alone; non-uniform inlet temperature alone). As we will see later, because our problem is a conjugate 

system, which includes internal cooling for all four conditions, we also require knowledge of the overall cooling 

effectiveness without either endwall film cooling or non-uniform inlet temperature profile (condition 1). We require this 

additional information to extract underlying boundary conditions (specifically the equivalent adiabatic wall temperature 

and external endwall heat transfer coefficient distributions) from the measured surface temperature distribution. 

The problem separates into three parts: firstly, decomposing individual boundary conditions (𝑇aw, ℎw) from the 

measurements of real conjugate system wall temperature (separate tests with endwall film cooling and non-uniform inlet 

temperature); secondly, superimposing the individual equivalent adiabatic film effectiveness distributions to predict the 

combined film effectiveness; and thirdly, predicting the conjugate result for the superposed system (film cooling and non-

uniform inlet temperature) from the decomposed boundary conditions. We check the accuracy of prediction by direct 

measurement of the system with film cooling and non-uniform inlet temperature. This comparison is the key result of this 

paper. We now consider the three parts of this problem. 

Part 1: decomposing individual boundary conditions (𝑻𝐚𝐰, 𝒉𝐰) from the conjugate system 

In this section, we describe the method used to decompose individual boundary conditions (𝑇aw, ℎw) from an experimental 

measurement of wall temperature for the conjugate system. As the primary coupling of the system is in the through-wall 

direction, we approximate the problem as one-dimensional in our superposition approach. The endwall is a two-layer 

system (TBC and uncoated alloy) subject to convective heat transfer on the external surface (driving temperature 𝑇e, heat 

transfer coefficient ℎw) and internal surface (driving temperature 𝑇i, heat transfer coefficient ℎi). The system is shown 

schematically in Figure 5. A more sophisticated treatment of the system would include lateral conduction in the solid layers, 

varying layer thicknesses (if applicable) and enthalpy gain or loss (from or to the wall) in the fluid streams, respecting the 

direction of flow in the system. Models that include this level of sophistication (for similar components) are shown by 

Naidu and Povey (2023) and Cartlidge et al. (2025). 

 

Figure 5. Schematic of NGV endwall model used to decompose individual cooling contributions (external 

film cooling; internal cooling) to overall cooling effectiveness. 

Steady-state thermal analysis of the one-dimensional system of Figure 5 yields the following expression for overall cooling 

effectiveness 𝜃1d 

𝜃1d =
𝑇e − 𝑇w

𝑇e − 𝑇i

=
1

1 + ℎw (
 𝑧TBC

𝑘TBC
+

𝑧Al

𝑘Al
+

1
ℎi

)
 

(7) 

where 𝑧Al, 𝑧TBC, 𝑘Al and 𝑘TBC are the layer thickness and thermal conductivities of the alloy and TBC layers, respectively. 

For the endwall under test, it is a reasonable approximation to assume constant layer thicknesses (𝑧Al = 3 mm, 𝑧TBC =
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0.3 mm) and thermal conductivities (𝑘Al = 8 W m−1 K−1, 𝑘TBC = 1.4 W m−1 K−1). We take a representative value of the 

internal heat transfer coefficient from the literature (ℎi = 2000 W m−2 K−1; see Michaud et al. (2023)) and assume it is 

constant across the entire internal surface. It is possible to demonstrate that the results of our analysis are relatively 

insensitive to the value of ℎi. Taking the assumption of constant ℎi, the terms inside the bracket of the denominator of 

Equation (7) reduce to a constant (𝐶1). We have 

𝜃1d =
𝑇e − 𝑇w

𝑇e − 𝑇i

=
1

1 + ℎw𝐶1

 (8) 

The question arises: what are the driving temperatures for heat transfer on the external (𝑇e) and internal (𝑇i) surface? For 

all four of our conditions, the internal driving temperature can be assumed equal to the coolant total temperature, 𝑇i = 𝑇0c, 

on the basis that the internal cooling duct is incompressible. On the external surface, the heat flux driving temperature is 

the adiabatic wall temperature, 𝑇e = 𝑇aw. The external adiabatic wall temperature is influenced by the effective adiabatic 

film effectiveness (whether due to a coolant film or reduction in near-wall temperature driven by the non-uniform inlet 

temperature profile) and by compressible recovery effects. We can define a compressible adiabatic film effectiveness 

(𝜂aw,r) in relation to the recovery temperatures at the external surface Mach number of both the mainstream and coolant 

temperatures  

𝜂aw,r =
𝑐m𝑇0m − 𝑇aw

𝑐m𝑇0m − 𝑐c𝑇0c

 (9) 

where we recall that 𝑇0m is the mainstream temperature outside the near-wall coolant layer, and where 𝑐m and 𝑐c are the 

recovery ratios (evaluated at the local external isentropic Mach number) defined by  

𝑐(𝑥, 𝜙) =
𝑇r(𝑥, 𝜙)

𝑇0

=
1 + Pr

1
3 𝑋 M(𝑥, 𝜙)2

1 +  𝑋 M(𝑥, 𝜙)2
 (10) 

where M(𝑥, 𝜙) is the local external isentropic Mach number at a position (𝑥, 𝜙) on the surface, X is a constant related to 

the specific heat capacity ratio (𝛾) by 𝑋 = (𝛾 − 1) 2⁄ , and Pr is the Prandtl number of the stream. The Prandtl number is 

itself a function of the local total temperature, 𝑇0, as a result of fluid properties varying with temperature. Here we assume 

turbulent flow conditions over the endwall surface. We extract the isentropic Mach number distribution on the endwall 

surface from a CFD simulation of the same component at rig conditions (details in Amend et al. (2023a)). We assume that 

the Mach number distribution is decoupled from the endwall film cooling and inlet temperature profile: a good assumption 

for our problem.  

Recalling that the driving temperatures for heat transfer in Equations (7) are 𝑇i = 𝑇0c and 𝑇e = 𝑇aw, and then casting 

𝑇aw in terms of 𝜂aw,r using Equation (9), we can express our 1d conduction equation (Equation (7)) as follows 

𝜃1d =
𝑇aw − 𝑇w

𝑇aw − 𝑇0c

=
(1 − 𝜂aw,r)𝑐m𝑇0m + 𝑐c𝑇0c𝜂aw,r − 𝑇w

(1 − 𝜂aw,r)𝑐m𝑇0m + 𝑐c𝑇0c𝜂aw,r − 𝑇0c

=
1

1 + ℎw𝐶1

 (11) 

In this conduction equation result, we note that experimentally the local adiabatic wall temperature (𝑇aw) is not directly 

measured. Thus, neither 𝜃1d or the corresponding local adiabatic film effectiveness (𝜂aw,r) cannot be directly evaluated. In 

the experiment we measure the actual wall temperature, 𝑇w, which results from the conjugate system. It is helpful to define 

a non-dimensional wall temperature in compressible form (direct parallel with Equation (9)) that is limited in value between 

zero and unity by temperatures defined at the global level (i.e. 𝑇0m and 𝑇0c). We define the compressible overall cooling 
effectiveness by    

𝜃r ≡
𝑐m𝑇0m − 𝑇w

𝑐m𝑇0m − 𝑐c𝑇0c

 (12) 

This is a form discussed by Cartlidge and Povey (2023), who make the case for using local recovery temperatures evaluated 

at the external Mach number, on the basis that these constrain 𝜃1d to the range 0 < 𝜃1d < 1. Even though the internal 

cooling channel is incompressible, it is possible (at least in theory) to have coolant with an adiabatic film effectiveness of 

unity on the external surface in a compressible flow region. That is, the correct lower limit temperature is 𝑐c𝑇0c, lower than 

the value 𝑇0c. This compressible definition of overall cooling effectiveness is defined with respect to total temperatures 

(system boundary conditions), the measured wall temperature, and the local recovery ratios (which can be evaluated from 

the Mach number distribution).  

With significant manipulation, it is possible to rearrange Equation (11) into the form of 𝜃r. We get 

𝜃r ≡
𝑐m𝑇0m − 𝑇w

𝑐m𝑇0m − 𝑐c𝑇0c

= 𝜂aw,r +
1 − 𝜂aw,r

1 + ℎw𝐶1

−
𝑇0c(1 − 𝑐c)

(𝑐m𝑇0m − 𝑐c𝑇0c)(1 + ℎw𝐶1)
 (13) 
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As we have discussed, 𝜃r can be evaluated from the measured wall temperature (and 𝑇0m, 𝑇0c, 𝑐m, 𝑐c) at any point on the 

surface. The right-hand side of Equation (13) is a function of two unknowns (𝜂aw,r and ℎw) and five knowns (𝑇0m, 𝑇0c, 𝑐m, 

𝑐c and 𝐶1). We proceed as follows: 

a) For the condition 1 measurement, there is no near-wall temperature gradient due either to film cooling or non-

uniform inlet temperature. That is, 𝜂aw = 0. This reduces the unknowns in the RHS of Equation (13) to one. This 

allows us to solve for ℎw for the flow conditions (near wall temperatures and fluid properties) of condition 1. 

b) We recall that the external surface Nusselt number, Nuw, scales with Re and Pr (for example, a Dittus-Boelter 

style relationship of the form Nuw = 𝐶2 Re0.8 Pr0.33), where Re and Pr are themselves functions of the near-wall 

temperature (we could choose to evaluate them at 𝑇aw, for example). Further, the local surface heat transfer 

coefficient is related to the local surface Nusselt number by ℎw = 𝑘Nuw/𝐶x where the local fluid conductivity, 

𝑘, is also a function of the local fluid temperature. Again, we might choose to evaluate this at 𝑇aw. This provides 

a method both for evaluating the constant 𝐶2 from the condition 1 data, and for scaling the distributions of ℎw 

measured at condition 1 to conditions with other near-wall temperature distributions. 

c) The internal heat transfer coefficient is larger in cases where the endwall films are blowing (conditions 2 and 4) 

than when they are not (conditions 1 and 3), on account of increased coolant mass flow rate through the plenum, 

which increases the local velocity and heat transfer coefficient. The mass flow ratio when the NGV endwall 

cooling system is blowing compared to not blowing is 1.11. Using a Dittus-Boelter relationship gives ℎi ∝ 𝑣0.8, 

where 𝑣 is the velocity inside the plenum. In conditions 2 and 4, we apply a global enhancement factor to ℎi (as 

compared to the baseline value used for conditions 1 and 3) of 1.110.8 = 1.087, i.e. for conditions 2 and 4, ℎi =
2176 W m−2 K−1. We would, of course, expect greater local enhancement in the vicinity of the holes, and note 

that in this simple model we do not distinguish such effects. We return to this limitation in the analysis.  

d) With a method of scaling the external heat transfer coefficient with near-wall temperature, we can iteratively solve 

Equations (9) and (13) for 𝑇aw (or 𝜂aw,r) for data from conditions 2, 3 and 4. By doing so, we infer the adiabatic 

film effectiveness from measured surface temperature of the thermally conductive part. 

Part 2: superimposing the individual equivalent adiabatic film effectiveness distributions to predict the 
combined film effectiveness 

Using the method outlined in part 1, we determine the equivalent adiabatic film effectiveness for condition 2 (uniform inlet 

temperature with film cooling), condition 3 (non-uniform inlet temperature without film cooling) and condition 4 (non-

uniform inlet temperature with film cooling). We then combine the equivalent adiabatic film effectiveness for conditions 

2 and 3 using a superposition method, to give a predicted combined adiabatic film effectiveness for condition 4, and a 

corresponding predicted overall cooling effectiveness result. We can compare these predicted results to the directly 

measured results. We now describe the adiabatic film effectiveness superposition method.   

First, we determine the equivalent adiabatic film effectiveness distribution for conditions 2 and 3 (method described 

in part 1): 𝜂aw,r,2 and 𝜂aw,r,3. We then combined them using direct linear superposition (e.g. Sellers (1963)) to determine 

the predicted equivalent adiabatic film effectiveness distribution for conditions 4, 𝜂aw,r,4, i.e.  

𝜂aw,𝑟,4 = 1 − (1 − 𝜂aw,r,2)(1 − 𝜂aw,r,3)  (14) 

General reservations about this model (regarding energy conservation) have been discussed in the introduction, but in our 

particular case the relatively large radial extent of the inlet temperature profile (low gradient in wall-normal temperature 

gradient compared with the gradient in the films) and the fact that we are limited to combining only two equivalent adiabatic 

film effectiveness distributions means we believe it will perform adequately. Mathematically, Equation (14) is only 

constrained to give a combined adiabatic film effectiveness in the range 𝜂aw,𝑟,4 < 1 (i.e. below the upper limit of the range 

that makes physical sense) for  𝜂aw,r,2 < 1 and 𝜂aw,r,3 < 1. That is, we also require the input film effectiveness to be below 

the upper limit of the range that makes physical sense. This is further justification for using the compressible adiabatic 

effectiveness (form of Equation (9)), which constrains both inputs (𝜂aw,r,2 and 𝜂aw,r,3) and output (𝜂aw,r,4) to the range 0 <
𝜂aw,r, < 1. 

Part 3: predicting the conjugate result for the superposed system (film cooling and non-uniform inlet 
temperature) from the decomposed boundary conditions 
Once we have determined the predicted distribution of adiabatic film effectiveness (𝜂aw,r,4) we can calculate the predicted 

adiabatic wall temperature distribution (𝑇aw) using Equation (9). This is then used to scale the external heat transfer 

coefficient distribution. Finally, Equation (13) can then be used to calculate the predicted wall temperature (𝑇w). Although 

the superposition process has to be performed using compressible definitions of overall cooling effectiveness (reasons 

discussed), we present final results of overall cooling effectiveness results using the incompressible formulation (definition 

of Equation (1)), which has the presentational advantage that the scaling (denominator) takes the same value at all points 

on the endwall, making the non-dimensional temperature easy to visualise. This is a purely presentational choice. 
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RESULTS 

We now present the experimentally measured overall cooling effectiveness on the hub platform for each of the four inlet 

conditions (1) uniform inlet temperature without film cooling; (2) uniform inlet temperature with film cooling; (3) non-

uniform inlet temperature without film cooling; (4) non-uniform inlet temperature with film cooling. For each condition, 

we present both the full-surface maps of 𝜃, and circumferential distributions of 𝜃 evaluated 0.25𝐶x downstream of the 

NGV trailing edge. We also present the overall cooling effectiveness predicted for condition 4 using a superposition method 

from separate experiments (conditions 2 and 3) and compare it to directly measured data for condition 4. We use this result 

to comment on the accuracy and limitations of superposition methods for this type of problem.  

Experimentally measured overall cooling effectiveness distributions 

Figure 6 shows the measured, two-dimensional hub endwall distributions of 𝜃 for conditions 1–4. Data are plotted as a 

function of non-dimensional axial and circumferential position, 𝑥/𝐶x and 𝜙/Pitch, respectively. Data from multiple 

cameras and tests is averaged to create each distribution. Good surface coverage is achieved by the use of multiple camera 

positions and the gold-coated mirrors; the only missing data is a small region on the leading edge of the platform The 

surface distribution of 𝜃 for each inlet condition is now briefly discussed. 

 

Figure 6. Overall cooling effectiveness results for conditions 1–4. Leading vane (LV) and trailing vane (TV) 

are marked. 

First consider the distribution of overall cooling effectiveness for condition 1 (uniform inlet temperature without film 

cooling). This is shown in Figure 6. The area-averaged overall cooling effectiveness on the platform was 𝜃̅ = 0.48. The 

area-averaged overall cooling effectiveness on the TBC-coated region of the platform downstream of the endwall cooling 

holes (𝜃̅ =0.45) is substantially lower than in the uncoated region upstream and around the film cooling holes (𝜃̅ = 0.59). 

TBC is an additional thermal resistance, which, for systems with both film cooling and internal cooling generally acts to 

raise the surface temperature, whilst simultaneously lowering the TBC-metal boundary temperature (the purpose of the 

TBC). We recall that the vane surface is heavily film-cooled, and this results in high internal heat transfer coefficients on 

the underside of the vane platform (even in the absence of platform cooling). Around the NGV surface boundary, small 

regions of higher effectiveness (𝜃 ≈ 0.52) are visible, particularly around the leading edge of both vane and near the suction 

surface in the passage (marked A and B in Figure 6). These reductions in wall temperature are attributed to downwash of 

vane surface coolant onto the platform surface (entrainment into the counter vortex). The standard deviation of overall 

cooling effectiveness across the measured, coated region of the endwall surface was 0.038, i.e. relatively uniform surface 

temperature.  

Now consider the distribution of 𝜃 for condition 2 (uniform inlet temperature with film cooling). This is also shown 

in Figure 6. The area-averaged overall cooling effectiveness on the platform was 𝜃̅ = 0.66, an increase of 0.18 from the 

case without endwall film cooling. This increase is, of course, expected as a result of the film cooling lowering the near-

wall temperature. As for condition 1, we find that for condition 2, the area-averaged overall cooling effectiveness on the 

TBC-coated region of the platform downstream of the endwall cooling holes (𝜃̅ = 0.63) is substantially lower than in the 

uncoated region upstream and around the film cooling holes (𝜃̅ = 0.77). It is interesting to note that the increase in overall 

cooling effectiveness (from the case for condition 1) is similar across the entire platform, including the leading region 
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without external surface film cooling. In this leading region of the platform (marked C in Figure 6), the lay angle of the 

cooling holes with respect to the surface normal is approximately 39°, with the holes extending under the platform. The 

increase in overall cooling effectiveness in this region is explained by an increase in internal convective cooling due both 

to the internal holes, and increased flow under the leading part of the platform (general increase in internal cooling flow). 

Looking closely at the results, we see that immediately downstream of the film holes there are local regions of lower overall 

cooling effectiveness at the pitch spacing of the cooling holes (marked D in Figure 6). These are associated with local 

detachment of the coolant film (mainstream flow flowing around and underneath the detached coolant jet). Our operating 

point is such that we would expect a mean momentum flux ratio of 3.1, well into the range associated with secondary flow 

reversal (see Ornano and Povey (2017)). At axial positions in the range 0.7 < 𝑥/𝐶x < 1, looking at the central passage of 

the part (as viewed), there is a circumferential gradient of overall cooling effectiveness within the passage, with overall 

cooling effectiveness being greater closer to the pressure surface (of the leading vane) than the suction surface (of the 

trailing vane). This is consistent with a mildly reversed cross-passage pressure gradient, with coolant preferentially 

migrating towards the pressure surface (excess momentum). Downstream of the trailing vane trailing edge, a localised 

region of low overall cooling effectiveness develops in one of the two passages (marked E in Figure 6). As we will see, 

this feature is only present for cases with endwall film cooling (conditions 2 and 4) but is not present for conditions without 

endwall film cooling (conditions 1 and 3). The suggestion is that this effect arises due to film cooling distribution on the 

surface, and that the distribution of this film cooling is not symmetric between the two passages. We remined the reader 

that the system is intended to be repeating on a vane-pair basis, in that vane pairs either side of the target vane pair are 

nominally identical, and are operated with the same boundary conditions. There are, however, small differences between 

individual passages of a vane pair. Two possibilities occur: whilst the endwall film cooling pattern is approximately 

uniform, there are small differences in the hole position and (compound) lay angle close to the dividing face between vane 

pairs; the presence of the dividing face itself is both a thermal and aerodynamic interruption (there may be a small surface 

step, for example). Because engine parts are used in this study, there is also the possibility of assembly differences that 

influence, for example, the step height at inlet to the passage: this could affect the near wall momentum deficit (or surplus). 

Now consider the distribution of overall cooling effectiveness for condition 3 (non-uniform inlet temperature without 

film cooling). This is also shown in Figure 6. The area-averaged overall cooling effectiveness on the platform was 𝜃̅ =
0.72, an increase of 0.24 from the case without endwall film cooling or non-uniform inlet temperature (condition 1). We 

note that this value is also higher than the value for condition 2 (𝜃̅ = 0.66): we see that the non-uniform inlet temperature 

profile (without film cooling) makes a greater contribution to overall cooling effectiveness than the endwall film cooling 

(without non-uniform inlet temperature profile). In the mid-passage region (0.7 < 𝑥/𝐶x < 1), we see a circumferential 

gradient of overall cooling effectiveness within the passage, with greater overall cooling effectiveness near the suction 

surface than the pressure surface of the passage. This is the reverse of the circumferential trend seen for condition 2 (with 

endwall film cooling). The suggestion is that in the current case, there is migration of the cooler near-wall fluid (arising on 

account of the non-uniform inlet temperature profile) towards the suction surface of the vane: i.e. a mild classical cross-

passage secondary flow. In the absence of film cooling (which would promote near-wall momentum surplus) this is the 

effect we would expect, on account of the accumulating momentum deficit in the endwall boundary layer being overturned 

by the cross-passage pressure gradient. We observe greater similarity in the overall cooling effectiveness distributions 

between the two passages than in the case with film cooling. So far as effects that might be common (passage-asymmetric) 

disruptions for both non-uniform inlet temperature profile and film cooling, this difference is likely on account of the 

greater radial length scale associated with gradients in temperature for the non-uniform inlet temperature profile as 

compared with the endwall film cooling. Plainly: the endwall film cooling layer is thin and easily disrupted by small 

platform steps; the inlet temperature profile is of larger radial extent and not so easily disrupted by small platform steps.  

Finally consider the distribution for condition 4 (non-uniform inlet temperature with film cooling). This is shown in 

Figure 6. This condition has the highest area-averaged overall cooling effectiveness, with 𝜃̅ = 0.86. As for the other cooled 

condition (condition 2), we see a reduction in overall cooling effectiveness immediately upstream of the cooling holes 

(internal cooling due to the lay angle of the holes) and the local high spots at the cooling hole pitch immediately downstream 

of the cooling holes (jet lift-off). We also see a region of low overall cooling effectiveness at the trailing edge of the trailing 

vane (marked H in the figure): this was explained in the context of the condition 2 results.  

Now consider the circumferential distributions of 𝜃 at the vane row exit (𝑥/𝐶x = 1.25) for each of the four conditions. 

These are plotted in Figure 7. As expected, there is a monotonic increase in film effectiveness moving between conditions 

1 and 4, with mean values at this location of 𝜃̅ =  0.44, 0.57, 0.67 and 0.78. In the absence of NGV endwall film cooling 

(conditions 1 and 3), the vane row exit overall cooling effectiveness is relatively circumferentially uniform, with a max-to-

min variation of approximately 0.04 for both conditions. In these cases there is a neutral radial momentum field (neither 

surplus nor deficit in the near wall layer), no expected secondary flow (see, for example, observations by Thomas and 

Povey (2017) in tests on similar NGVs with uniform inlet total pressure) and relatively uniform under-platform (internal) 

cooling. For tests with NGV endwall film cooling (conditions 2 and 4), the max-to-min variations with uniform and non-

uniform inlet temperature profile were 0.14 and 0.10, respectively, much higher than for the conditions without film 

cooling. The increase in circumferential variation is significantly greater across the vane pair than within the individual 
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vane passage: reasons for this difference have been discussed. It is interesting to note that moving from condition 2 (uniform 

inlet temperature with film cooling) to condition 4 (non-uniform inlet temperature with film cooling) there is a reduction 

in circumferential non-uniformity. 

 

Figure 7. Measured circumferential distributions in 𝜽 at vane row exit (𝒙/𝑪𝐱 = 𝟏. 𝟐𝟓) for conditions 1–4. 

Comparison of superposition model predictions and directly measured results 

We now discuss the comparison of the superposition model predictions of overall cooling effectiveness for condition 4 

(non-uniform inlet temperature with film cooling) and the directly measured results. The directly measured and predicted 

(superposition method) overall cooling effectiveness distributions for condition 4 are shown in Figure 8. Visually, across 

the entire platform, the results are almost indistinguishable. The predicted and measured area-average values of overall 

cooling effectiveness were 𝜃̅ =  0.845 and 0.863: a difference of only ∆𝜃̅̅̅̅ = 0.018. While very small, the difference is still 

larger than the estimated propagation bias uncertainty in the difference between prediction and measurement (±0.013 to 

95% confidence). Here, we refer to bias uncertainty purely arising from error propagation in the superposition method, not 

difference arising from limitations of the method itself. We present a detailed error analysis and discussion in Appendix A.  

 

Figure 8. Comparison of measured and predicted overall cooling effectiveness distributions for condition 4.  

Now consider the distribution of the difference between predicted and directly measured 𝜃 distributions for condition 

4. This is also shown in Figure 8. In the region upstream of the film cooling holes and extending to the hole outlets (marked 

A in the figure), overall cooling effectiveness is mildly underpredicted (∆𝜃̅̅̅̅ = −0.039) by the superposition model. In this 

region, even though we apply a global enhancement factor to ℎi for the condition 2 and condition 4 data (i.e. with films 

flowing) to account for increased velocity within the plenum, in the decomposition of the condition 2 data (uniform inlet 

temperature with film cooling) this is insufficient (because it is a global factor) to account for local effects directly around 

and within the cooling holes. In simple terms, we attribute the increase in overall cooling effectiveness with film cooling 

to both an increase in adiabatic film effectiveness and an increase in internal heat transfer coefficient (erroneous conclusion) 

rather than simply an increase in the internal heat transfer coefficient (correct conclusion, but not included in the physics 



15 

of the global enhancement factor). The way this is handled in the model can lead to values of inferred adiabatic effectiveness 

greater than zero even in regions without films. In the superposition (prediction of condition 4), in regions where film 

effectiveness is close to unity, this mis-attribution of the cause of the increase in overall cooling effectiveness with film 

cooling (condition 2 data) leads to very slightly lower superposed overall cooling effectiveness. 

In parts of the passage, the disagreement between prediction and measurement is slightly poorer towards to the pressure 

surface of the vane (regions marked B and C in Figure 8). The endwall film cooling changes the passage secondary flow 

regime, with excess near-wall momentum driving mildly-reversed secondary flow on the endwall (i.e. towards the PS). In 

the measured condition 4 case, both the endwall film flow and the region of reduced near-wall temperature (due to non-

uniform inlet temperature) are subject to the mildly-reversed secondary flow (induced by the endwall film cooling). The 

same region of reduced near-wall temperature (due to non-uniform inlet temperature) in the decomposed condition 3 

experiment is not subject to this change in secondary flow (there is no change of flow in the decomposed experiment), 

reducing the tendency for cold fluid to migrate towards the PS. Thus, in the prediction of condition 4 (the superposition 

method), we would expect a mild underprediction of adiabatic film effectiveness (and therefore overall cooling 

effectiveness) in this region, which is what we observe.   

Finally consider the predicted and directly measured circumferential 𝜃 distributions at the vane row exit (𝑥/𝐶x =
1.25). These are also shown in Figure 8. There is extremely close agreement between the measured and predicted 

distributions, with an average difference of ∆𝜃̅̅̅̅ = 0.006 and a maximum difference of Δ𝜃 = 0.011. The maximum 

difference is less than our estimate of bias uncertainty in the difference between predicted and measured overall cooling 

effectiveness.  

Discussion of method and limitations 

Overall, we find remarkably good agreement between the prediction of our superposition model and the directly measured 

result. Surface trends were almost exactly replicated, with a mean offset in overall cooling effectiveness of only ∆𝜃̅̅̅̅ =
0.018. Three particular limitations have already been extensively discussed.  

1. Firstly, our superposition model uses simplified (one-dimensional) physics for the decoupling of individual 

boundary conditions, and the recoupling when performing overall cooling effectiveness predictions. Thus, local 

changes in boundary conditions, for example local changes in internal or external heat transfer coefficients 

caused by changes in the internal or external flow, are not included in the prediction. This does not seem to limit 

the accuracy in our particular case.  

2. A second—rather fundamental—limitation, is that superposition models inherently assume there is no coupling 

between the flows to be superposed. In our particular case we assume that the introduction of film cooling does 

not affect the temperature field development due to inlet temperature distortion and vice versa. This would be a 

good assumption if the individual fields did not (on their own) affect the flow pattern (the Munk and Prim (1947) 

principle), but is a poor assumption when that is not the case. In our particular case, it is true that the inlet 

temperature profile (on its own) does not affect the vane endwall flow pattern (there is no change in the total 

pressure field). However, this is not true for endwall film cooling. The introduction of endwall film cooling 

changes the near-wall total pressure profile, causing a change in the endwall secondary flow. The change in 

convention of the inlet temperature profile arising from this effect is not accounted for in the model. In our case, 

the effect is mild because the induced change in secondary flow is mild. The degree to which this would 

compromise the accuracy of the superposed result is situation-specific, however. 

3. A third limitation specific to the Sellers (1963) implementation is failure to conserve energy within the system. 

The assumption is that the first layer of flow acts as an infinite background for the second (and subsequent) 

layers. This can result in an underprediction of adiabatic film effectiveness (and therefore, overall cooling 

effectiveness), particularly in situations with many rows.  

 

The first of these limitations is fairly inherent in our simple model. Taking the second and third limitations together, systems 

likely to not lead to significant errors in the superposition prediction are characterised by:  

(i) Fewer cooling rows (or sources of enthalpy deficit) in sequence to reduce the impact of non-conservation of 

energy. 

(ii) The length scale over which there a significant change in temperature in any upstream film is significantly larger 

than the length scale over which there a significant change in temperature any following film, to get as close as 

possible to the infinite background temperature model. This–again–reduces the impact of non-conservation of 

energy. 

(iii) The length scale over which there is a significant change in temperature due to any particular film is large in 

comparison to the scale of secondary flow caused by any other film. That is, flow patterns must be similar when 

viewed on a length scale over which there is significant temperature variation. If this condition were not met, 

migration of one temperature field could be caused by a change in flow pattern due to the introduction of another 

temperature field.   
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Examples of systems well-suited (low errors) and poorly-suited (significant errors) to superposition methods of this 

type are shown in Figure 9. In the well-suited system, the first coolant layer (𝜂1) has low gradient of temperature (in the 

wall normal direction) near the wall, and an effective scale of mixing (𝑦1) of zero (no or very weak secondary flows, no 

inlet swirl, etc.).This acts as a reasonable approximation to an infinite background for the second layer. The second coolant 

layer (𝜂2) has a relatively high gradient of near-wall temperature, and a much larger scale of induced mixing (𝑦2), which 

changes the passage flow (e.g. mixing driven by induced secondary flows). Over the length scale, 𝑦2, however, there is a 

relatively small change in the film effectiveness of the first layer (𝜂1). Thus, although the first layer is redistributed by 

mixing induced by the second layer, the inaccuracy due the assumptions of the superposition approach is minimal. In 

contrast, in the poorly-suited system, 𝜂1 and 𝜂2 have similar gradients near the wall, and the associated mixing length scales 

(𝑦1 and 𝑦2) are large enough that there are significant changes in 𝜂1 and 𝜂2 over this range. In this system both flows can 

redistribute the other, and this redistribution is significant in terms of the resulting near-wall temperature (and 𝜂) profiles. 

Linear superposition works poorly for a system of this type. The excellent agreement between our superposition prediction 

and direct measurement is attributed to our system having characteristics similar to the well-suited system.  

 

Figure 9. Examples of systems which are well-suited and poorly-suited to linear superposition. A well-suited 

system has a low 𝜼𝟏 gradient over the induced mixing scale of the film directly below (𝒚𝟐), and has an outer film 

with very small induced mixing scale (𝒚𝟏) compared to the layer thickness of the inner film. 

Our results suggest that this superposition approach could be used to predict in-engine cooling effectiveness by 

combining results of high-fidelity predictions of endwall cooling systems and combustion systems. We have shown that in 

certain circumstances the two are sufficiently independent that linear superposition is adequate. As we have shown, there 

is a requirement for the temperature gradient of the combustor outlet flow to have a low gradient of temperature in the wall 

normal direction near the wall, and an effective scale of mixing close of zero (no or very weak secondary flows, no inlet 

swirl, etc.).When this condition is satisfied it approximates an infinite background layer for the film cooling system. In 

situations where the combustor exit flow imposes a non-uniform pressure profile, this would need to be replicated in the 

endwall cooling CFD predictions, to ensure that the secondary flow regime in those simulations was the same as that which 

would develop in the engine. 

CONCLUSIONS 

Overall cooling effectiveness measurements have been presented for a HP NGV endwall operated at engine-representative 

conditions of Mach number, Reynolds number and turbulence intensity in the ECAT facility at the University of Oxford. 

Four situations are studied: uniform inlet temperature without film cooling; uniform inlet temperature with film cooling; 

non-uniform inlet temperature without film cooling; and non-uniform inlet temperature with film cooling. We develop a 

superposition method for coupled systems which includes both a one-dimensional thermal model of the endwall, and 

method for linear film cooling superposition. The method allows a computationally inexpensive prediction of the overall 

cooling effectiveness of one conjugate cooling system based on measurements from other similar systems. We compare 

the overall cooling effectiveness predicted using the superposition model and taking data from decomposed experiments 

(no film cooling with uniform inlet temperature; film cooling with uniform inlet temperature; no film cooling with non-

uniform inlet temperature) with that directly measured with both film cooling and non-uniform inlet temperature. The 

prediction and direct measurement were found to be in extremely close agreement, with an area-averaged difference in 

overall cooling effectiveness of 0.018. Some local variation in the quality of the prediction (maximum difference between 

prediction and measurement of -0.082) is explained by limited physics in the low-order superposition method: specifically, 

the use of global (rather than local) enhancement factors for internal heat transfer coefficient. Two further limitations 

include the fundamental inability of superposition models to deal with situations in which the individual (decomposed) 

flow have different flow patterns (induced secondary flow, for example), and lack of strict energy conservation (property 

of some linear superposition models). We classify the characteristics of systems in which these limitations are likely to be 

significant or minimal.  
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NOMENCLATURE 

Romans 
c = Recovery ratio [-] 

C1, C2 = Constant [unit] 

Cx = Axial chord [m] 

H = Camera matrix [Pixel / unit] (Product of intrinsic matrix K and extrinsic matrix [R|T]) 

hi = Internal heat transfer coefficient [W m-2 K-1] 

hw = External heat transfer coefficient [W m-2 K-1] 

I = Momentum flux ratio [-] 

k = Thermal conductivity [W m-1
 K-1] 

ℓ = Turbulence length scale [mm] 

M = Mach number [-] 

Nuw = External surface Nusselt number [-] 

p = Pressure [Pa] 

Pr = Prandtl number [-] 

q = Heat flux [W m-2] 

r = Radial position [m] 

Re = Reynolds number [-]r 

T = Temperature [K] 

Tu = Turbulence intensity [-] 

v = Velocity [m s-1] 

x = Axial position [m] 

[X, Y] = Pixel coordinates [Pixel] 

y = Effective scale of induced mixing [-] 

z = Through-wall distance [mm] 

Greeks 
γ = Specific heat capacity ratio [-] 

ε = Emissivity [-] 

η = Flow effectiveness 

ηaw = Incompressible adiabatic (film) effectiveness [-] 

ηaw, r = Compressible adiabatic (film) effectiveness [-] 

θ = Incompressible overall cooling effectiveness [-] 

θ1d = Overall cooling effectiveness in reference to physical driving temperatures [-] 

θr = Compressible overall cooling effectiveness 

λ = Wavelength [m] 

ρ = Reflectivity [-] 

σ = Stefan-Boltzmann constant [W m-2 K-4 Sr-1] 

τ = Transmittance [-] 

φ = Circumferential position, view angle [deg] 

Subscripts 
0 = Stagnation quantity 

1, 2, 3, 4 = Test condition 1, 2, 3, 4 

Al = Alloy layer (uncoated NGV substrate) 

aw = Adiabatic wall (film)  

b = Blackbody 

c = Coolant 

cam = IR camera 

exit = Vane row exit (0.3 Cx downstream of trailing edge) 

g = Gas (near wall) 

gold = IR mirror (gold coated) 

i = Internal endwall surface 

IISS = Instantaneously inferred steady state 

m = Mainstream (3.07 Cx upstream of leading edge) 

opt = ZnSe window 

r = Recovery, compressible 

S = Surrounding surfaces 

trav = Upstream traverse measurement 

TBC = TBC layer 
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w = Wall (target surface) 

Superscripts 
– = Averaged quantity 

Acronyms 
ECAT = Engine component aerothermal 

HP = High-pressure 

IR = Infrared 

LV = Leading vane 

MOGA = Multi-objective genetic algorithm 

M-SAC = M-estimator sample and consensus 

NGV = Nozzle guide vane 

OTRF = Oxford turbine rotor facility 

RTD = Radial temperature distortion 

TBC = Thermal barrier coating 

TV = Trailing vane 
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APPENDIX A: UNCERTAINTY ANALYSIS 
In this section we consider the bias uncertainty in the measured and predicted overall cooling effectiveness values, and the 

propagation bias uncertainty in the difference between prediction and measurement. So far as the latter two values are 

concerned, here we refer to bias uncertainty purely arising from error propagation in the superposition method, and not 

difference arising from limitations of the method itself. 

First consider the bias error in the direct measurements of overall cooling effectiveness. An uncertainty analysis for 

our system has been presented by (Michaud et al., 2023)) who reported a bias error in cooling effectiveness of ±3.7% to 

95% confidence. We do not repeat this analysis here. This is illustrated as a probability plot in Figure 10, for a nominal 

value of overall cooling effectiveness of 𝜃 = 0.86. 

 

Figure 10: (left) Distributions of perturbed and predicted overall cooling effectiveness for condition 4. (right) 

Distribution of difference between predicted and measured overall cooling effectiveness for condition 4. 

Now consider the bias uncertainty in the predicted (arising from superposition method) overall cooling effectiveness 

arising from error propagation in the superposition method alone. This would not include differences between predicted 

and measured results arising from limitations in the method: these are situation-specific and can be very small (in situations 

where the method is well-suited to the system) or very large (where the method is poorly suited to the system). This analysis 

has some region-specific (depends on local Mach number, etc) sensitivity. For conciseness, we present results for area-

average values, however. We perform a Monte Carlo analysis using surface-mean values of overall cooling effectiveness 
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for our three decomposed (input) conditions: 𝜃1 = 0.48, 𝜃2 = 0.66 and 𝜃3 = 0.72. We perturb the inputs such that they 

form Gaussian distributions of width appropriate to represent the bias errors (±3.7% to 95% confidence). We assume that 

in individual trials (in the Monte Carlo process), errors in 𝜃1, 𝜃2 and 𝜃3 are completely correlated (same measurement 

process and system). We introduce small random uncorrelated errors (Gaussian distribution with mean of zero and standard 

deviation of 0.005) to each of the three measurements to model the effects of uncontrolled, uncorrelated precision error. 

The equivalent modelled precision error is 0.6% to 95% confidence. We use an area-averaged Mach number (M = 0.57), 

and perturb it to represent a bias error of ±2% to 95% confidence. Both the input-measured (with perturbation) and output-

predicted frequency distribution of 𝜃4 are shown Figure 10. While it is interesting to see the distributions, we are primarily 

concerned with the propagation bias uncertainty in the difference between measurement and prediction, and we remind 

the reader that errors in the measured and predicted result are highly correlated. We therefore directly calculate the error in 

the difference by using the individual trials in the Monte Carlo analysis. 

The propagation bias uncertainty in the difference between prediction and measurement is the most important value 

for our purpose because it is the error we should consider when making comparisons. We remind the reader that here we 

refer to bias uncertainty purely arising from error propagation in the superposition method, not difference arising from 

limitations of the method itself. This error is calculated by looking at point-wise differences between the underlying data 

in the curves of the input-measured (with perturbation) and output-predicted frequency distribution of 𝜃4, and directly 

calculating the resulting frequency distribution of ∆𝜃4, We expect this to be a relatively small number because of the high 

degree of correlation between individual points in the input-measured and output-predicted distributions. The resulting 

frequency distribution of ∆𝜃4 is also shown in Figure 10. The resulting propagation bias uncertainty (i.e. the predicted error 

in ∆𝜃4 arising purely from error propagation in the method) was ±0.013, to 95% confidence.  


